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Setting the Stage

The morning of my first day at the National Technical Information Service (NTIS) I learned that one of the three legacy programmers where I would be working had retired two months earlier.  As noon approached on that first day, my supervisor and his boss invited me to a retirement luncheon for the second of the three legacy programmers.  And the third legacy programmer?  Her primary job was to make some of the “minor” changes needed to our “frozen” legacy system -- including modifications to make the system year-2000-compliant (Y2K-compliant.)  From what I’ve seen during my short tenure, however, the “frozen” system has required more new development than many new systems I’ve worked on!  And, naturally, the Y2K issues are a little more complex than originally expected.  And did I mention that when I arrived, my supervisor had been at NTIS for just over one year himself?  My task?  Re-engineer the proprietary, inflexible bibliographic database system into something that would better meet the future business needs of NTIS – i.e., migrate to Oracle 8 – and do it with virtually no legacy information technology (IT) personnel around!   WHAT to do!?

First, Some Background

Straight from the NTIS mission statement:  

The National Technical Information Service is the federal government's central source for the sale of scientific, technical, engineering, and related business information produced by or for the U.S. government and complementary material from international sources.

We are a self-supporting government agency run very much like a non-profit organization – the money we make from selling information is all that we receive.  The largest part of our operation is selling technical documents on paper.  We have over 2.5 million documents archived that we currently sell on paper and microfiche (yes, I did say microfiche.)  We do sell some products on CD-ROM, tape, and diskette, including the bibliographic database itself.  About five years ago, we added an audiovisual arm to sell VHS and cassette tapes covering a wide variety of topics.  And, of course, the World Wide Web (WWW) is opening up opportunities to sell products online and have users download them immediately.  From an internal IT standpoint, there are five major computer systems:  

1. the accounting system which is currently being redesigned to Oracle; 

2. a document image storage and management system which already resides in Oracle; 

3. an order processing system which runs from a proprietary database system; 

4. the bibliographic database used to describe all of our products – the main topic of this paper; and,

5. an Oracle-based Web system to publish bibliographic information and to take product orders via the Web.

Nobody at NTIS would argue with the fact that the core of our business revolves around the bibliographic (bib) database system.  With minor exceptions, a product does not exist at NTIS until it is listed and announced from the bibliographic database.  All of the major IT systems rely on the bib database for their existence, yet for years, this closed proprietary database has been difficult to update and difficult to retrieve data from in an unattended fashion.  Sadly, virtually every process that happens is run manually by a computer operator.  So, the bottom line is that the pressure is on to move the bib data to an Oracle system as quickly as possible.  At the same time, there is a need to truly re-engineer the system.  It has gone too long and is too important to simply port from the old design.  One of the supervisors in my chain of command chants the mantra, “Do it right, or do it over.”  How could I “do it right” yet do it quickly?

In the Beginning

After I started actually working on the redesign effort I thought I had it made – no problem!!  There was tons and tons of legacy information available – some of it relevant, some of it very irrelevant.  I also had the legacy database itself on hand – and, at least initially, the design did not seem all that bad.  In addition, my new supervisor had already started the process of normalizing the data from the old database to an Oracle entity-relationship diagram.  And, thankfully, the subject matter experts (SMEs) were ready and willing to talk – an important, helpful fact not always found with new development efforts.  I spent many hours poring over my supervisor’s normalized E-R diagram, gathered new information from the SMEs, modified the E-R diagram, gathered new information, etc.  Things seemed to be going along quite well.  In fact, my supervisor and his boss thought the model was looking pretty good; the SMEs didn’t seem to have a problem with the explanation of the E-R diagram during walk-throughs – we were on our way!!  I had taken into account ALMOST every product NTIS had to sell.  I was truly excited!!  But, then I met with the audiovisual (A/V) folks.  Remember, I said I had taken into account ALMOST every product NTIS had to sell.  Well, A/V was quite different.  They did not just sell paper documents or databases on tape.  They had products that came with a cassette tape or a videotape and a workbook.  Or, you could buy extra copies of the workbook or the tape separately.  My nice little E-R diagram was coming apart at the seams!!  Now I was stuck, but I made an important realization:  we were not JUST building a bibliographic database – we also needed to keep track of products and how they are manufactured.  What I initially thought was bad news turned out to be good news.  It finally dawned on me that NTIS is very similar to a product manufacturing plant.  This made me think that certainly, there must be some type of data model patterns that existed to describe such an agency.  Calling on my object-oriented (O-O) experience at my previous job, the search for data model patterns was on.

The Search for Patterns

Initial search results for data model patterns were less than spectacular for me.  In the O-O world there are conferences such as PLoP (Pattern Languages of Program design), web pages (see the official patterns page at http://hillside.net) and many, many books (such as Design Patterns: Elements of Reusable Object-Oriented Software by Gamma et. al.) dedicated to the notion of software and system design patterns.  In the O-O world there are even different types of patterns – generative patterns, design patterns, and things called anti-patterns.  There are formal definitions of patterns including a listing of the components of a pattern (see www.enteract.com for more information).  There are patterns for a wide variety of business domains.  All of this is in an effort to simplify system analysis, design and software development.

A search for “data model pattern” on Alta Vista pulled up the typical 190,000 results.  There were no major announcements for data modeling pattern conferences, only a couple of web pages remotely dedicated to this topic (see www.datamodel.org and www.asplake.demon.co.uk/bcspatterns), no fancy definitions, and only a few books listed.  Maybe I was searching with the wrong terms or looking in the wrong place, but it was becoming clear that data model patterns did not seem as big of a topic in the relational world as it is in the O-O world.  Throughout all of my searching, however, one name and one book kept popping up over and over:  David C. Hay and his book Data Model Patterns:  Conventions of Thought published by Dorset House Publishing.  David Hay’s book also happened to be the only data modeling book mentioned under the books about patterns section of the O-O-slanted hillside.net web site.  So, between his book and the many articles David Hay has published on the WWW, it became abundantly clear that I should buy the book and look into how Mr. Hay’s patterns could be applied to the bib re-engineering effort.  As an added bonus, Mr. Hay uses Oracle’s CASE methodology for his entity-relationship (E-R) diagrams – a major plus for those of us using Oracle Designer.  To be fair, I did find another book that deals with data model patterns from the www.illumine.com site – The Data Model Resource Book by Silverstein, Inmon, and Graziono published by Wiley.  I checked it out from my local library (remember, we operate like a non-profit organization so money is tight), and read through it.  The models in that book seem, at least to me, less detailed than the ones in the Hay book. 

Finally, Patterns in Use

Now, I’m not writing this to sell any anybody’s product offerings.  But, real quickly, I just recently noticed that Essential Strategies, Inc. (www.essentialstrategies.com), the company David Hay is president of, is selling a product called “Data Model Patterns:  Data Architecture in a Box.”  This is an Oracle Designer database with data models from Mr. Hay’s book.  OK, back to the topic – Mr. Hay has given me permission to discuss the successes I had using the data models presented in Data Model Patterns:  Conventions of Thought.  A wise person once told me, “Learn from experience – other people’s experience.” David Hay and his colleagues have many, many years of different types of experience – certainly more than I will ever gain.  And, that is the underlying theme for this paper. Taking the time and effort to draw from others’ experiences when data modeling can provide tremendous benefits.  By the way, my definition of pattern is nothing fancy – I just use the Webster definition:  a form or model proposed for imitation.  That’s it, plain and simple.  However, the benefits I personally have received from applying patterns have been anything but plain.  I have had success using patterns in the following ways:

1. verification of a concept I thought might be good to include, but that I wasn’t quite sure would work in the model (and, conversely, warning against a concept I thought might be good, but that would eventually turn sour);

2. utilizing a pattern author’s experience and placing his pattern directly into my E-R diagram with little or no changes to meet current business needs; and,

3. adding flexibility and extensibility to my E-R diagram to handle potential future business needs, again calling on the pattern author’s experience.  There are many times I would never have thought of adding particular entities to my database model until AFTER we were well into development – where E-R model changes are more expensive than in design.   The use of patterns has helped me figure out what I needed before I knew I needed it!!

The Party Pattern

Once I had the book in hand, I started reading through it to help me make some progress with my E-R diagramming effort.  Initial help came in chapter three, the first non-introductory chapter in the book, titled “The Enterprise and Its World.”  One of the questions I had about our data model dealt with the issue of contributors to the creation of a document or product.  First, there are personal authors – the people who actually authored the document.  NTIS also keeps track of primary and secondary corporate authors – agencies or organizations who are given credit as authors of a document.  And, finally, there are primary and secondary corporate sponsors – agencies or organizations who pay for the research and/or the effort that goes into writing a document or developing a product.  In the NTIS legacy bibliographic system, primary and secondary corporate authors are kept in one lookup table. Unfortunately, primary and secondary corporate sponsors are kept in a separate lookup table.  Personal authors are simply keyed from the document – there is no business need to keep a history of personal authors.  This fact remains true for the redesign.  The question for the redesign was whether or not to combine corporate authors with corporate sponsors.  It’s tough to change an NTIS mindset that is forty-plus years old – especially when you are the new person at the agency.  However, armed with Mr. Hay’s book and his single table named Party (p. 24 – see Figure 1), I went ahead and combined corporate author with corporate sponsor. Note, I did have the support of a couple of forward-thinking SMEs.


Combining corporate authors with corporate sponsors allowed me to change the E-R diagram from Figure 2 to Figure 3.  Benefits of combining all of our external organization information into one table include the following:

1. we can eliminate redundant data (frequently corporate sponsors end up being corporate authors and vice versa);

2. searches for corporate authors or sponsors will only need to hit one table instead of two; and, 

3. we can now handle any type of new corporate-related information that may be required in the future.

So, the first benefit and “success” I had with Data Model Patterns wasn’t necessarily the Party Pattern itself.  Rather, it was important to have validation from an outside, experienced source that what I was proposing was reasonable.



The Product Pattern

The next place I turned in Mr. Hay’s book was chapter four titled “Things of the Enterprise.”  This chapter includes a section on products and product types as well as inventory, product structure, and heterogeneous entities.  For someone with no background in a manufacturing domain this sounded exactly like what I needed.

One of the basic E-R patterns that popped out to me from this chapter is Figure 4 (see page 60 in the book).  The book uses the generic term “asset” to describe physical things pertinent to the business.  Mr. Hay suggests replacing “asset” with a word that is more relevant to the business at hand such as “product.”  To me, “product” nicely describes the wide variety of things NTIS sells – and the SMEs are okay with this. 


Table 1

Entity Definitions from Figure 4 (my interpretation)

ASSET
generically speaking, this is any physical object that is important to running the business at hand.  In a manufacturing environment, this is the product that is produced.

ASSET TYPE
a description of an asset.  I like to think of this as the description of a product you might see in a mail-order catalog.

ASSET STRUCTURE ELEMENT
a list of multi-component ASSETs and the sub-assemblies required to produce them.



ASSET TYPE STRUCTURE ELEMENT
a list of multi-component ASSET TYPEs and the sub-assemblies that go into making them.

One of the biggest hurdles the Product Pattern helped me overcome was separation of product from its description.  So much of the legacy information had the two tied together, and I never had any of the SMEs set me straight on this issue.  Another hurdle taken care of by the Product Pattern was how to handle modeling the components of products with sub-assemblies.  NTIS frequently has products composed of multiple components that we sell individually, but that may be sold as a set for a lower price.  The Product Pattern helped me resolve the A/V product problem mentioned earlier in the paper – and, I was finally able to continue moving forward with the E-R diagram!!  Figure 5 is what I ended up with.  PRODUCT_DESCRIPTION corresponds to Mr. Hay’s ASSET TYPE. PRODUCT is my version of ASSET.  My PRODUCT_DES_STRUCTURE_ELEMENT is intended to be the ASSET TYPE STRUCTURE ELEMENT table.  And, PRODUCT_STRUCTURE_ELEMENT corresponds to the author’s ASSET STRUCTURE ELEMENT table. The Product Pattern is a case where I was able to simply take what the author had described and plop it directly into my model – what a deal!!


The Heterogeneous Entities Pattern

As if the Product Pattern weren’t enough for one chapter, Mr. Hay also has a section titled “Heterogeneous Entities” in chapter four.  I am so glad that the author realizes the fact that different categories of products may require different attributes.  For example, at NTIS, as I mentioned before, we mainly sell documents.  But we also sell software and data files.  In addition to the standard attributes such as personal author and corporate author, software we sell also must specify operating system, disk space required, and type of computer.  A data file may have a format type and file size associated with it.  Figure 6 (p. 64) provides an overview of how Mr. Hay handles these situations.


Table 2

Entity Definitions from Figure 6 (my interpretation)

ASSET TYPE  
(the same ASSET TYPE as in Figure 4):  a description of an asset.  I like to think of this as the description of a product you might see in a mail-order catalog.

ASSET TYPE CLASS
the classification or categorization an ASSET TYPE falls into.  Examples are software, document, data file.

ATTRIBUTE
a list of potential attributes available to be assigned for use in a classification.  Examples are operating system, disk space requirements, type of computer.

ATTRIBUTE ASSIGNMENT
lists of attributes that can be assigned to a given classification.  For example, you would find software and operating system paired here.  You should NOT find software and height paired together.

VALUE
the actual value assigned for the attribute in question.  For example, a value for software operating system may be Win95.  A value for software type of computer may be 486.

For the NTIS redesign, there is not an absolute necessity to handle these heterogeneous items with an E-R model such as Figure 6.  After all, a very large percentage of NTIS’ products are paper documents, and when there are other types of products, the input processing staff has become accustomed to keying “extra” attribute values into one of the many notes fields that is available.  However, since I have the opportunity to use this Heterogeneous Entities Pattern at such an early stage in the development process, I think it only makes sense.  This pattern adds tremendous flexibility to the documentation and classification of the various types of products NTIS sells.  Using this pattern will also keep the heterogeneous value data more consistent and more structured than simply storing things in notes fields.  

Figure 7 details the tables and relations I will be using to handle this type of data in our redesign.  Like Figure 5, there is pretty much a one-to-one correspondence between Mr. Hay’s model and my logical model.  Again, my PRODUCT_DESCRIPTION table is Mr. Hay’s ASSET TYPE table.  My CLASSIFICATION_CODE_LOOKUP table is his ASSET TYPE CLASS table.  Of course, we both used ATTRIBUTE and ATTRIBUTE ASSIGNMENT for the same purpose.  And finally, the author’s VALUE table is my CLASSIFICATION_ATTRIBUTE_VALUE table.  I did make one slight change to this pattern which I think fits our needs better.  Mr. Hay as a relationship established between ATTRIBUTE and VALUE.  For my needs, a relationship between ATTRIBUTE ASSIGNMENT and VALUE is better.  The bottom line is, however, that this is a case where I was able to successfully apply a pattern to potentially help NTIS better meet its future business needs at a stage in the development effort where the change was not very costly at all. 


Summary and Conclusion

More than anything, what I hope the reader of this paper gleans is that patterns can be extremely useful.  There is no question that reading and fully understanding patterns can be quite an effort.  My experience has been that the effort is well worth the investment.  I repeatedly found myself reading a pattern from Mr. Hay’s book and thinking to myself that the pattern had absolutely no relevance to our business needs.  After thinking some more about the business needs and re-reading the book, quite often I discovered I was wrong – the patterns DO fit the business need, and frequently, better than I could have imagined.   

Naturally, some patterns are easier to directly apply than other patterns.  I gave you the three patterns I gathered from the book that were virtually exact matches with our business needs.  Through the course of reading and re-reading the book, I have found several instances where just a portion of Mr. Hay’s E-R diagrams would fit well in my model.  For example, in chapter eleven, Mr. Hay addresses the topic of documents and how the modeling of a document’s structure.  During that discussion, however, the author includes an E-R diagram illustrating document distribution.  Since I need to include a simplistic workflow element in my model, I will be reviewing this section of the book in more detail.

After the bibliographic redesign effort is finished, my next task is re-engineering our Order Processing system.  Needless to say, I will be searching heavily for patterns to use!!

Finally, I need to issue a word of caution.  Patterns can be dangerous if you become thoughtless.  You really must think about and understand what a pattern’s intent is before applying it to your own modeling efforts.   It is very tempting to simply plug a pattern into your model just because it sounds good.  Avoid the temptation and make sure the pattern meshes with your business needs!
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